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For the last two semesters, I have been intimately involved in what is known as the Commercial Pattern Archive Project (COPA). The goal of this project is to catalog antique clothing patterns, dating back to the 1800's. An archive like this is very useful for those doing research with clothing patterns, as well as for theatrical productions where costuming needs to reflect a particular epoch of American history. My first semester on this project, I was given a form-based Access Application that contained about 25,000 data records that corresponded to most of the patterns housed at the University of Rhode Island Library Special Collections Department. My entrance to this project began by a request to retool this Access Application—providing some additional features and fixing some existing known bugs. The application is such that a user can enter in some search criteria into the GUI and the program will generate an SQL query that is run against the Access database, and display the resulting record set, in an efficient manner, displaying scanned-in pictures to correspond with most of the patterns. 


        To provide for funding for the COPA project, a sample of the database is created, as well as a subset of pictures—usually corresponding to a particular time-frame and this is packaged up and sold. The package was in the form of an Access Application Database file with custom built user interface, which required the user to install a full royalty-free version of Microsoft Access on their machine to run. This was the first major piece of this project I rewrote and redesigned last semester. The primary goal in redoing this was to remove the Microsoft Access dependency. I decided to rewrite in Visual Basic, since it provided a rapid development environment to work with, and since the program required multiple forms and a very complex user interface. 


This semester, my focus was on implementing a MySQL database server to use as the primary data repository for COPA. In addition to implementing this server, it was still necessary for me to continue to maintain the previous semester’s application that went into production and has been in the market since last summer. Now that the application has been disseminated to various end-users, on various platforms, there have been instances where some bugs and glitches reported by these users needed to addressed. Also, along with maintaining this application, I have also been responsible for making any new changes to the new COPA website that we have recently put online. 
Maintenance


When my Windows Update tray icon flashes and informs me there are new updates to Windows, I have often sardonically scoffed at Microsoft for having to consistently patch their software. Now, after a few months of last years COPA software went public, my vainglorious pride has been humbled, particularly after I had to put a new link on the COPA website, named “Patches”. Yes, during the beginning of this semester, as I was starting to begin my new project, an end-user had reported some issues with the COPA software we had packaged and shipped over the summer, some glaring bugs that were overlooked during testing. I had begun this semester revisiting last semester’s project and providing a “patch” online for existing users to download to fix the software.

The bugs did not end with the VB application I had written. There were also some glitches with the website I had created for this project. Particularly, the navigation links were not showing up on Internet Explorer for the Mac OS. This was a significant glitch, since it didn’t let the user navigate to any of the pages on the website besides the home page. I have never realized how difficult it is to try and ensure a website looks “right” for all of your visitors. Although HTML and CSS are “web standards”, they appear to be implemented and displayed a shade differently by every browser. At first I had thought this was something that could be fixed with ease, but, it was not. I had to rewrite a lot of my CSS style sheet to conform with some of the idiosyncrasies of Mac browsers. 


After tying some of the loose ends of previous COPA projects, for now, I was given a chance to finally start to consider this semester’s project—implementing a MySQL database server. 


Implementing a database server was actually just one of the ideas we had proposed for a project this semester. We had also toyed with the idea of possibly creating a Mac version of last semester’s software, since there have been an overwhelming demand for a Mac version—even more so than the PC version. I took some time to weigh both projects and determine which of the two would be a feasible project to pursue, and after much research and debate, I decided to go with the MySQL database project. I am not familiar with Macintosh computers, and since there would be an immense initial learning curve to take on this project, and the amount of time allotted for the semester would not be enough to complete a through, tested, and working product, I decided to go with the other choice.

Why move to MySQL




MS Access is a very good database to use for a single user, low volume, small load, type scenario. The Commercial Pattern Archive originally fit this description, and the MS Access was an adequate database for this need. Eventually, as more and more records were starting to be added to the MS Access database, it started to become a new mission to slowly wean off of MS Access, and try to move into a more robust relational database. 

I did some research on different flavors of relational databases, and after considering cost, size, and use, I decided on MySQL to be our new database server. MySQL is a multi-user, open source relational database that is free to use. One particular thing that engendered my fancy with MySQL, was its overwhelming repository of documentation covering every minute detail with using and installing MySQL, as well as the copious forums where you can address your own specific issue. There are millions of people using MySQL in a production setting, and whatever issue may arise for a novice database administrator, like myself, there is bound to someone that has encountered the same issue. 
Adjustments


There were various small single-purpose applications that the administrator of this project uses to maintain the database. Before new data is inserted into the databases, it is first inputted into form based Access application and after a sufficient amount of data is entered. This is then transferred, or ‘appended’ into the main database. The process of appending this subset of the data into the main database is done by a separate application, simply called the append program. This append program takes in the path of the Ms Access database file corresponding to the recently entered database items, the path of the new scanned in pictures that correspond to this new data, and finally, the location of the main database repository where it will finally be stored. Since this repository was previously a MS Access database, this program needed to be tweaked to instead insert into the new MySQL database. This program used a lot of built in Access features to provide the insert that could only be used to insert into another Access database. Since the end database was now MySQL, the program needed to instead formulate some SQL INSERT statements for each of the records to successfully perform the “append”. 


MySQL is more than just a database; it is a database server, meaning it can provide for multiple concurrent users, and multiple transactions. The database opens up network port 3306 for TCP/IP connectivity, and since the host is online with a static IP Address, the database can be connected from anywhere with appropriate internet connectivity. This was another added benefit from the implementation of MySQL—Access did not have this feature. Now changes to this database can be done from a remote location without physically having to be on the computer running the database. To implement this, an ODBC connection needs to created, and the ODBC drivers need to be first downloaded and installed on the remote client machine, and of course, user id and password information needs to be imputed as well.

Having MySQL exposed like this over the internet also beckons the concern over security. In case of a catastrophe, I have set MySQL to backup its database 3 times a week, Monday, Wednesday, and Friday, at 11pm. The backup is something called a SQL backup, meaning the backup file is a batch SQL script containing various CREATE TABLE SQL statements corresponding to each table, and INSERT statements for each record in each table. A user simply needs to run this SQL statement against the server and all the tables and data will be restored. I have also created various user accounts, with appropriate privileges for users on this database. Users are granted appropriate privileges depending upon what particular tasks they may need to do on the database. For example, an online webpage that needs to only conduct search and display type transactions on our database would not be given INSERT or ALTER or EDIT privileges on the database, just SELECT privileges. The “root” account, or super-user, (the account that has complete access over the database) is restricted to local access only, meaning you have to be physically on the computer running the database server to login and manipulate data as “root”. It would be naïve to assume this database is not completely impervious to malicious intrusions over the internet, but in reality no computer really is. When you build a house, it is always exposed to the elements, where there is always the threat of hurricanes, tornadoes, fire, etc. Similarly, when a computer is exposed to the online world, there will always be risk. Although, it is highly unlikely that someone would try and hack into a database of pattern information (this isn’t exactly ‘sensitive’ data), nevertheless, there are backups being performed religiously on the data, and appropriate user restrictions have been set up. 

There are two different user interface clients that are used to interact with the database. The first is the recent Visual Basic version that I had written the previous semester. The second was an existing built-in form based Access application. Both of these programs needed to be slightly changed in order to interact with the new access database. 


For the Access application, I used the MS Access feature of “linking” tables. This enables Access to work off of ODBC database tables and thereby all the embedded queries, forms, etc. will all be rerouted to the linked tables instead. After implementing this, I noticed that there was a dramatic decrease in performance when interacting with the MySQL tables. I understood there would be some drop in performance when using MySQL since Access tables are local and since MySQL is remote, there would be some lag over the line. However, the lag is much worse then I had initially imagined, and I am currently trying to find ways to increase the performance of the database server. There are some hardware ceiling that need to realized. Our instance of MySQL isn’t exactly running on Deep Blue or what would nowadays be considered a “server”. No, what we are using now is an older Pentium III with very limited hard drive space and very little RAM, modern desktop computers are about 3x as fast as our ‘server’. But, being in the academic world, we are used to tight budgets, and low end hardware, and we simply must make due. There is hope however. There has been a proposal to purchase a real server for the Special Collections department, and when this becomes realized, hopefully our performance issues will slowly start to become a non-issue. For now, there is an issue, and I have been doing some research on the internet, from various forums and web resources, to try and get some advice on improving MySQL performance. 
 A Learning Experience

I have never been on this side of IT administration. More often then not, my practical Computer Science experience has involved programming, taking the specifications from the client and producing a product. This semester has been a little different. This time, I have had to make my own judgments on what to implement, and what would best serve my client. Instead of plugging away at functions and methods and determining their correctness by compilation, I have had to implement and encourage usage to determine the effectiveness of the new database server. MS Access and MySQL, is not a seamless integration. Since implementation required me to conserve the application piece of some of the Access forms, but reroute their data tables to MySQL tables, their were a lot of instances where the two pieces where not playing well with each other. On one instance, Access forms were having a “write conflict” error when trying to update MySQL tables. Apparently, there is an UPDATE bug with MS Access on MySQL tables. The fix is to add an extra TIMESTAMP field to the tables, and adjust a setting on the ODBC connection. Like this, there were plenty of other scenarios that cropped up where I needed to find fixes and workarounds. 

My overall experience working on COPA has been a pleasant and rewarding one. During my time here I have had the opportunity to wear many different hats in the IT world, that I normally would not be permitted to do were this a large IT department. I have been a web designer, application programmer, Quality Assurance tester, Project Manager, and this semester, Database and Network Administrator. This experience has provided me with a wealth of practical experience, and I am very grateful to have had this opportunity. 
